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Introduction 
The Regulatory Sandbox (‘the Sandbox’) is a service the ICO provides to support organisations that are developing products or services which use personal data in innovative and safe ways, and will deliver a potential public benefit. 
The Sandbox is a free, professional service that is available to organisations of all sizes who meet our entry criteria and specified areas of focus, and are operating within challenging areas of data protection. These criteria are assessed by the Sandbox’s application processes. The ICO has published more information on the entry criteria in its guide to the Sandbox and the Sandbox terms and conditions. 
Sandbox participants have the opportunity to engage with the ICO, draw upon its expertise and receive support on mitigating risks and implementing data protection by design and default into their product or service. In 2024, the Sandbox considered applications from organisations developing products or services which involved the emerging technologies listed within our current areas of focus. Proposals were also welcomed which displayed an exceptional level of innovation likely to be transformative for an organisation, the sector it works within, and/or society. 
Generative AI, highlighted in ICO’s Tech Horizons Report (2024) as one of eight transformative technologies, has already demonstrated significant benefits such as improving workplace productivity and enhancing educational outcomes. However, its deployment raises notable data protection challenges, particularly due to the reliance of foundation models on vast datasets that often include personal and special category information.
The opportunities and risks explored through this Sandbox engagement were directly relevant to the Cancer Awareness Trust’s (‘CAT’) development of its Cancer Platform (‘the Platform’). CAT’s proposed Platform sought to use generative AI to provide personalised cancer‑related information and support, with the aim of improving access to trusted information and addressing fragmentation and misinformation within the cancer landscape. The intended use of generative AI in a health context highlighted the need to balance innovation with robust data governance, including careful handling of health data, adherence to data protection principles, and safeguards to support the accuracy and reliability of outputs.
CAT’s participation in the Sandbox focused on how data protection by design and by default could be embedded throughout the development of the Platform from the training of its model through to deployment of the system. This included consideration of how personal data would be collected, processed and secured, and ensuring that only data necessary to meet user needs would be used. The engagement explored how understanding users’ information needs at different stages of their cancer journey could improve the Platform’s functionality, while also generating insights with potential value for the wider cancer sector. Particular attention was given to the use of pseudonymisation and anonymisation techniques to enable safe analysis and data sharing, as well as CAT’s approach to transparency, user rights and the ethical use of generative AI when processing special category health data.
A bespoke plan was developed collaboratively between CAT and the ICO. While tailored to CAT’s proposed Platform, the objectives may be relevant to other organisations developing AI‑enabled health services:
Objective One - Mapping the end‑to‑end journey of personal data within the Platform, including identifying roles, responsibilities and proposed data sharing arrangements with partners.
Objective Two - Considering compliance with article 6 and article 9 of the UK GDPR, including identifying appropriate conditions for processing special category health data and, where relevant, the design of consent mechanisms.
Objective Three - Developing an ethical framework for the use of generative AI in a health context, supported by a Data Protection Impact Assessment (DPIA) to identify and mitigate risks to individuals.
Objective Four - Exploring anonymisation techniques to support onward data use for analysis, research and potential sector wide benefit, while reducing risks to individuals.
With consultation from participating organisations, the Sandbox publishes exit reports following engagements to share key learnings with innovators facing similar questions about data protection by design and by default. Prior to publication of this report, the ICO was notified that CAT had been placed into liquidation. Accordingly, this report focuses on the generalisable insights arising from the Sandbox engagement. The views set out are based on the ICO’s contextual understanding of CAT’s proposed processing at the time of the engagement, and organisations should exercise caution when seeking to apply these steers to their own processing, taking into account the specific circumstances of their deployment.
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CAT’s Platform was proposed as a free website intended to provide individuals with access to expert information and knowledge about cancer. The Platform was designed to address the fragmented landscape of cancer‑related information and to provide clear, factual and medically accurate content to users. It was intended to support people at any stage of their cancer journey, from prevention and awareness through to diagnosis, treatment and end‑of‑life care. The Platform was being developed in collaboration with trusted organisations across the cancer sector, with the aim of improving system efficiency, accessibility and public trust.
The proposed Platform design included two distinct pathways for user engagement: 
Core question and response service (no account required) - ‘Core Service’
The first pathway did not require account creation and was intended to support users who preferred minimal interaction. Users would input their questions or prompts into a free text box, similar to how you might use a search engine, in order to access information. The system was designed to guide users through intuitive question-and-answer flows, enabling signposting to further resources and support, and the provision of tailored information based on user needs. Basic information such as age, gender and cancer type and stage would be obtained from users to improve relevance and generate insights. CAT proposed that these data points could subsequently be anonymised[footnoteRef:2] and shared with external organisations in order to inform future iterations of the Platform and help identify gaps in existing national services.  [2:  Further information about the anonymisation process can be found in section ‘Approaches to identifiability and anonymisation’ on page 17. ] 

Personalised service (with user profile) - ‘Personalised Service’
For users seeking more tailored support, the Platform design included a personalised pathway requiring account creation. Under this pathway, users would provide personal data upfront, as a minimum this will be their cancer type, but may extend to include location (post code), age and gender. The design also anticipated the processing of special category data, including cancer stage, ethnicity, treatment history and lifestyle factors. This information was intended to be securely stored within a cloud-based relational database and managed through an authentication service to support secure login and credential management. The purpose of this processing was to enable more personalised recommendations and support, and to reduce the need for users to repeat information on return visits. Optional fields were to be clearly indicated, and users were intended to retain control over their data, including the ability to update or delete their profiles. 
User requests were to be processed through a backend pipeline connecting the generative AI model with the data and logic required to generate responses. CAT did not propose to develop its own AI model, but instead planned to use a commercially available generative AI system accessed via a managed cloud service. The technical design of the Platform was based on Retrieval Augmented Generation (RAG), a method that enhances the accuracy and reliability of generative AI outputs by grounding them in verified external sources from leading health institutions and charities. 
As part of the proposed assurance approach, information sources within the Platform’s knowledge base would be verified by oncology healthcare professionals using a framework adapted from established medical standards and subject to further review. This included manual evaluation to ensure appropriate coverage across key cancer subdomains, with the aim of maintaining a knowledge base with sufficient breadth, depth and trustworthiness to support high quality responses. CAT planned to work with health institutions and cancer charities to assess product design, delivery challenges and opportunities for refinement. 
The Platform would be underpinned by a knowledge base consisting of a continuously updated repository of information from trusted partners, including research articles, the latest clinical guidance, educational materials and inspirational real-life stories of individuals impacted by cancer. These materials were to be tagged and indexed to enable meaningful search functionality. When a user submitted a query, relevant documents would be retrieved from the knowledge base and passed to the AI model to generate a natural language response. CAT indicated that data obtained through the use of the Platform would not be used for training third party AI models. 
To support ongoing Platform improvement, CAT proposed to process data for analytics purposes to understand how the Platform was being used. This included interaction data such as the types of questions users asked, how users navigated the Platform, and whether the service was functioning as intended. CAT planned to use a third party analytics tool, with the intention that data would be anonymised wherever possible. It was envisaged that aggregated insights could be shared with external organisations, including cancer charities, health organisations and research bodies, to support service improvement, public health outcomes and policy development. 
It was recommended throughout the Sandbox engagement that CAT ensure transparency be embedded throughout this pathway. This included clearly explaining what data would be collected, why each data point was needed, which fields were optional, how special category data would be safeguarded, how generative AI contributed to producing recommendations, and how anonymised insights might be generated for partners. The transparency framework developed during the engagement was intended to ensure users received accessible and meaningful information at the point of collection and throughout their interactions with the Platform. It was suggested that CAT adopt a layered approach to providing transparency information, presenting key information upfront and using mechanisms such as pop-ups or expandable sections to provide further detail at the point it becomes relevant to the user. 
During its participation in the Sandbox, CAT completed a discovery phase during which it explored different design concepts and conducted user testing. Themes included guided and unguided information flows, assistant sidebars, personalisation and public attitudes to AI. CAT decided during this phase that an initial focus on specific cancer types would be appropriate. 
Continuous discovery ran alongside Platform design and development and user research intended to support representation across a range of demographics. Feedback from these cohorts, alongside engagement with clinicians and patient communities, informed iterative development of the Platform’s design. 
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During the Sandbox engagement, the ICO and CAT explored a range of key data protection considerations linked to the proposed processing. The following sections outline the main areas of focus and key learnings:
Roles and responsibilities
As part of Objective One of the Sandbox engagement, CAT, with support from the ICO, undertook a data mapping exercise to understand the flow of personal data within the proposed Platform and to clarify the roles and responsibilities of the organisations involved in its development and operation. This included mapping anticipated processing activities across the data lifecycle, as well as potential onward sharing of data with partners and service providers as the Platform developed.
CAT and the ICO reviewed the data map and proposed solution architecture to consider how personal data would flow through the Platform and how third party organisations supporting its development and anticipated operation would be involved. The ICO provided steers on areas requiring further consideration in light of the proposed processing arrangements.
A key consideration was CAT’s role under the UK GDPR, including whether CAT would act as a controller and whether any other organisations involved could be considered joint controllers. This assessment focused on which organisation would determine the purposes and means of processing. It was identified that CAT intended to retain decision making authority over the personal data processed via the Platform, with access to personal data remaining under CAT’s control.
The engagement also considered CAT’s relationships with external organisations. Content sourced for the Platform’s knowledge base was not expected to include personal data. However, it was noted that any future sharing of personal data with other organisations, such as charities or sector partners, would constitute data sharing between independent controllers. The importance of appropriate data sharing agreements and proportionate due diligence on service providers, including privacy and data security standards, was highlighted.
An identified risk related to the use of free text input fields, which could lead to the collection of excessive or irrelevant personal data, including special category data. This raised considerations about compliance with the data minimisation principle under article 5(1)(c) of the UK GDPR. The need for controls to prevent the retention or use of unnecessary personal data, including within logs and analytics, was emphasised.
Exploration of lawful bases 
Under the UK GDPR, a lawful basis for processing personal data is required. Article 6 sets out the six lawful bases for processing which must be considered and established ahead of data collection and based on the specific processing activities being undertaken. 
As part of Objective Two of the Sandbox engagement, CAT considered the appropriate lawful bases under article 6, alongside conditions for processing special category data under article 9. These considerations were assessed separately for the Core Service, the Personalised Service, and processing for analytics and service improvement. The section below summarises the key considerations and learnings arising from this work.
Core Service (no account required)
For the Core Service, which was designed to operate without account creation, several lawful bases were considered. Article 6(1)(b) ‘processing is necessary for the performance of a contract’ and article 6(1)(e) ‘necessary for the performance of a task carried out in the public interest’ were both assessed but were not considered suitable, given the absence of a contractual relationship between CAT and the Platform users and the lack of a statutory mandate to provide the service or a public authority function.
The main focus was on the potential use of article 6(1)(a) ‘consent’ and article 6(1)(f) ‘legitimate interests’. While consent aligns with the aim of providing users with choice and control, it was identified as unlikely to be practical or appropriate for a low friction service accessed without registration. Challenges included situations where users might submit queries on behalf of others such as a dependent or a child, as well as difficulties in ensuring that consent would be informed, specific and valid in all cases.
Legitimate interests was identified as a potentially more appropriate lawful basis for the Core Service, provided that processing remained limited, proportionate, and supported by appropriate safeguards. This basis could offer more flexibility and may be suitable where queries to the Core Service are not stored, so long as this approach is managed carefully and in accordance with the requirements of article 6(1)(f). Reliance on legitimate interests requires careful consideration and the completion of a robust Legitimate Interests Assessment (LIA),which should include:
· a clear articulation of the purpose and necessity of the processing;
· an assessment of whether the processing is proportionate and could not be achieved by less intrusive means;
· consideration of whether users would reasonably expect their data to be processed in this way; and
· a balancing test assessing risks to individuals’ rights and freedoms and the safeguards in place.
It was also emphasised that CAT should pay particular attention to any potential impacts on more vulnerable individuals such as those who are seriously unwell or on end of life care. 
A key learning related to assumptions around anonymity. While the Core Service did not require account creation or the collection of direct identifiers, it was recognised that metadata collected by backend systems and excessive information being offered through free text inputs could still result in individuals being identifiable, either directly or indirectly. Organisations should therefore avoid assuming that services are fully anonymous and should assess identifiability in practice, including the risk of users disclosing sensitive or detailed information through free text inputs and how that might be mitigated.
Where legitimate interests is relied upon, the right to object under article 21 must be clearly communicated to data subjects. For services such as the Core Service, this may require processes to identify and erase data where individuals can be identified. While the right to object is not absolute, approaches should support genuine user control and reflect the expectations of the individuals engaging with the service.
Personalised Service 
The Personalised Service, which involved users logging into an account, was considered as part of CAT’s future product roadmap and discussed on a prospective basis. This service was intended to enable more personalised responses by allowing the Platform to draw on prior user interactions and contextual information.
The lawful basis and conditions for processing of special category data via the Personalised Service were considered alongside those for the Core Service. Consent at the point of account creation was identified as a potentially appropriate approach, particularly where users could be offered granular choices to opt into optional features. However, challenges were identified in securing valid consent under the UK GDPR, including the potential vulnerability of users and the risk that consent could become a pre‑condition for accessing the service. Where consent is relied upon, organisations must ensure it is informed, specific, freely given, and maintained in line with article 7 requirements.
The use of legitimate interests as a lawful basis for the Personalised Service was also considered. This would require the same safeguards as for the Core Service, including the completion of a robust Legitimate Interests Assessment. Clear and accessible information about the processing would be necessary, alongside appropriate user controls, such as optional opt‑ins for more tailored features.
The use of legitimate interests for analytics and platform improvement was also considered. This may be appropriate where privacy impacts are minimised through safeguards such as pseudonymisation and aggregation. Our recommendation was that any data used for analytics should not be repurposed for third party model training, and any insights shared externally should be derived from genuinely anonymised data.
Special category processing 
Where processing involves special category data, such as health information or ethnicity, an additional condition under article 9 of the UK GDPR must be satisfied. Given the nature of the Platform, which was intended to provide personalised and tailored information relating to cancer, treatment and lifestyle factors, the processing of special category data was considered inherent to its operation. This was particularly central to the Personalised Service, but such data could also foreseeably be captured through interactions with the Core Service. Identifying an appropriate article 9 condition was therefore a key focus of the Sandbox engagement and the associated DPIA work.
The use of article 9(2)(a) ‘explicit consent’ was considered but identified as presenting similar challenges to reliance on consent under article 6. Explicit consent must be freely given, specific, informed and unambiguous, and may be difficult to obtain in practice, particularly where users are acting on behalf of a loved one, dependent or third party.
Other article 9 conditions were also explored, including article 9(2)(g), which permits processing necessary for reasons of substantial public interest where supported by domestic law. In the UK, the relevant provisions are set out in Schedule 1 of the Data Protection Act 2018. Conditions considered included support for individuals with a particular medical condition and processing to promote equality of opportunity or treatment, including addressing health inequalities and supporting underserved groups. These conditions may be relevant to non‑profit organisations providing free information, advice and signposting related to health conditions, including preventative support.
The ICO highlighted that reliance on substantial public interest conditions requires organisations to demonstrate a clear and specific public interest for each category of data processed, and to show that the processing is necessary and proportionate for the stated aims. Organisations must also be able to justify why explicit consent cannot reasonably be obtained. Where these conditions are relied upon, an Appropriate Policy Document (APD) must be developed and maintained, setting out the purposes for processing, safeguards in place, and retention policies. It was further noted that some of these conditions may extend to processing relating to relatives or carers of individuals with, or at risk of developing, a medical condition, provided appropriate safeguards are applied.
The ICO also indicated that conditions relating to the provision of confidential advice, support or counselling may warrant consideration where services are designed to provide individual support in a health context, again subject to the application of appropriate safeguards.
Additionally, consideration was given to conditions that apply where individuals are members of a not‑for‑profit body. While such conditions may be relevant where users actively create an account or profile, it was identified that they are unlikely to be appropriate for processing via a service that does not require account creation, such as the Core Service.
A key learning from this work is the importance of carefully assessing the applicability of article 9 conditions for each component of a service, rather than assuming that a single condition can be applied across all processing activities. For example, if CAT intended to collect information about a user’s religion in order to tailor certain support or services, the article 9 conditions considered for health-related processing would be unlikely to apply. In such cases, CAT would need to consider alternative options, such as relying on explicit consent or another condition that is specifically appropriate to processing religious data. 
Identification and mitigation of risk
As part of Objective Three, CAT considered how to establish an ethical framework for the use of personal data processed using generative AI. This work focused on CAT’s obligations under the UK GDPR, including individual rights and risks associated with generative AI, such as inaccuracy, bias and over‑reliance on automated outputs. A range of potential risks and mitigations were identified.
A key consideration was the free‑text nature of user inputs, which could result in the collection of excessive or irrelevant personal data and raise data minimisation risks under article 5(1)(c). Mitigations discussed included the use of technical controls to filter or redact higher‑risk or unnecessary personal data, alongside prompt design techniques to guide appropriate AI responses. Measures to reduce the risk of prompt injection attacks, where a user intentionally or unintentionally enters text that manipulates an AI system into ignoring its instructions or generating unintended outputs, by applying input checks, guardrails and stricter model instructions, were also considered.
The application of article 22 of the UK GDPR was explored. CAT indicated that the Platform was not intended to make solely automated decisions with legal or similarly significant effects, nor to provide diagnostic or clinical advice. To mitigate the risk of users treating outputs as medical advice, safeguards were identified, including clear disclaimers, careful use of language and tone, and transparency about the Platform’s purpose as a signposting and information tool. The importance of user testing to assess whether transparency and explainability information is accessible and effective for a diverse user base was highlighted. Organisations developing similar tools should also be aware of evolving legislation and guidance relating to automated decision‑making under the Data Use and Access Act 2025. 
The risk of inaccurate AI‑generated responses was identified as particularly significant in a health context, where inaccuracies may have serious consequences. Key mitigations included grounding outputs in trusted, peer‑reviewed sources and maintaining a curated knowledge base. CAT proposed content assurance processes involving subject matter experts to support completeness, accuracy and clinical relevance of outputs.
Potential bias in AI‑generated outputs was highlighted as a material risk. Bias may arise from limitations in the data a model is trained upon, underrepresentation of certain groups or embedded assumptions within systems. In a health context, this could result in outputs that fail to reflect diverse experiences or needs. Mitigations considered included the use of fairness‑focused tools, documentation of known limitations and the incorporation of safeguards aimed at reducing discriminatory outcomes, particularly where special category data is involved.
CAT submitted two iterations of a Data Protection Impact Assessment (DPIA) during the Sandbox engagement. Early DPIA work identified a number of high risk areas, including the processing of special category data, risks to user understanding, bias in AI outputs, the potential for re‑identification, function creep and data sharing governance. The ICO also highlighted the importance of clearly identifying processor relationships and documenting data sharing arrangements with third parties.
Subsequent DPIA work demonstrated greater clarity around the user journey, data flows and proposed technical and organisational safeguards. Improvements included strengthened data minimisation measures, enhanced transparency and more detailed documentation of risk mitigations. However, further work was identified as necessary, particularly in relation to governance arrangements for data sharing, the development and maintenance of anonymisation strategies, and clearer articulation of how the Platform’s knowledge base would be curated, reviewed and updated over time.
Approaches to identifiability and anonymisation 
Objective Four of the Sandbox engagement focused on the use of anonymisation and related techniques to enable analytics, research and potential onward sharing of insights, while reducing risks to individuals. A key learning was the importance of clearly distinguishing between personal data, special category personal data, pseudonymised data and anonymous data across the Platform’s lifecycle. Organisations should ensure that the purposes of each processing activity are clearly defined and documented to support transparency and accountability.
The identifiability of user information collected through the Core Service was a central consideration. While CAT did not intend to collect direct identifiers such as names or contact details, it was recognised that other information, including metadata, IP addresses, location data and free text inputs, could still contribute to identifiability. Such data may be valuable for analytics and service improvement, but must be minimised and protected appropriately. 
It was noted that organisations can explore a range of technical measures to reduce identifiability risks, including automated detection and removal of personal data within prompts and outputs, rules-based filters to identify higher risk terms, and reduction mechanisms that strip out or mask unexpected identifiers before information is stored or processed. The use of such filtering or redaction techniques across prompts, responses and system logs was identified as an important safeguard in reducing the likelihood that personal data is retained unnecessarily. 
A key learning was that, in practice, guaranteeing full anonymisation in all cases is challenging, particularly where data is used to support platform improvement. As a result, organisations may need to rely on pseudonymisation as an interim safeguard, alongside strong technical and organisational measures to minimise the risk of re‑identification. Where pseudonymised data is used, safeguards must be proportionate to the risks and regularly reviewed.
The sharing of insights with external organisations requires particular care. Anonymisation strategies should be assessed from the perspective of a motivated intruder, taking account of the data environment and the availability of auxiliary information. Organisations should consider seeking specialist expertise when designing and testing anonymisation approaches and should refer to relevant ICO guidance before sharing insights derived from user data.
[bookmark: _Toc507884144]Ending statement
The ICO’s engagement with the Cancer Awareness Trust (CAT) through the Regulatory Sandbox considered how the UK GDPR and the Data Protection Act 2018 apply to an AI‑enabled health information service. The engagement focused on key data protection issues, including data minimisation, transparency, lawful basis and special category conditions, and the management of risks associated with accuracy, bias and identifiability in generative AI systems. These issues align with challenges identified in the ICO’s Tech Horizons Report (2024) on personalised AI.
The engagement resulted in clearer delineation of roles and responsibilities, strengthened DPIA documentation, improved approaches to redaction and logging minimisation, and a more structured articulation of data flows, safeguards and user controls. It also highlighted the practical limits of achieving full anonymity in analytics and the importance of proportionate pseudonymisation and appropriate governance for any onward sharing of insights.
The learnings from this engagement are likely to be relevant to other organisations developing AI‑enabled services in health and wellbeing contexts, particularly where special category data is processed and there is a risk that outputs could be interpreted as clinical advice. They underline the importance of embedding data protection by design, robust content assurance, and clear, user‑centred transparency from the outset.
Prior to publication of this report, the ICO was notified that CAT had been placed into liquidation. In light of this, the report presents the generalisable insights from the Sandbox engagement rather than a detailed account of organisational delivery. The considerations set out should be applied by other organisations with careful regard to their own deployment context.
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